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Abstract 

Entities that can learn about their environment include natural and artificial systems, acting individually or as a part of 
a larger group or network. In this article, we speculate whether there might be some simple mechanisms underlying 
some of the diverse learning strategies observed across many different fields, e.g. biology, psychology, business, 
machine learning, etc.  We present a simple statistical model that can reproduce a wide variety of empirical learning 
curves, modeling performance as a function of cumulative experience. 

Introduction 

As they seek to exploit their environment, cope with its variability, or adapt to environmental change, 
individuals, groups, organizations, or firms (Dutton and Thomas, 1984; Muth, 1986), brain cells or sensory 
systems (Schultz, 2000; Friston, 2005) alike modify their behavior, capabilities, knowledge or 
understanding (Atkinson et al., 1993). If this process results in cumulative improvement, we may speak of 
learning. The raw material of learning is exposure to the environment or “experience.” The rate at which 
experience is converted into improved performance is a source of competitive advantage and of great 
adaptive significance. 

The learning process must in some more or less implicit manner rely on deriving ever better inferences 
about the state of the world. This process must involve some form of educated guessing and any 
improvements in the guessing must come from the accumulation of experiential facts. In order to decode 
the relevant properties of the environment, the coding strategy needs to match some statistical property of 
the sample of inputs, which provides vital contextual information (Fairhall et al., 2001). Statistical 
adaptation involves matching the code via the estimation of some correct value based on the available 
sample of inputs (Fairhall et al., 2001).  

In systems capable of storing their experience, this stock of information is analogous to a sample which 
will grow as a function of the activity under consideration. In order to speak of learning, the accuracy of 
the estimation must increase as a function of the sample size. The earliest recognition of regular patterns 
of learning goes back at least as far as the work of Ebbinghaus (1895). A substantial body of research in 
different fields often indicates a power law relationship between experience and performance. Evidence 
for this relationship comes from tasks and domains as diverse as motor learning in animals or productivity 
gains in firms (Newell et al., 2001).  

However, the universality of the power law pattern has been questioned, and a number of theoretical 
issues have been raised (Heathcote et al., 2000; Newell et al., 2001). In addition, this functional pattern 
often stems from theoretical assumptions or data analysis procedures. For instance, two cognitive 
architectures, i.e. ACT-R (Anderson and Lebiere, 1998) and SOAR (Newell, 1990) naturally assume 
power law speedup, the former based on the assumption that memory traces are strengthened according 
to a power law; the latter from the assumption of the hierarchical nature of learning, whereby low-level 
common and thus useful actions are first learnt, while larger, infrequently used patterns are learned only 
with further practice. 

On the other hand, most influential economic models (Muth, 1986; Auerswald et al., 2000; Huberman, 
2001) all harbor at their core a capability of distinguishing good novelty (new routines, recipes, or 
procedures) from bad novelty and rejecting the latter. So, for instance, in the evolutionary paradigm 
underlying the model proposed by Auerswald et al. (2000), the assumption of uphill travel is that individual 



organisms which stray downward as a result of mutation will die before reproducing. What seems to be 
lost in translation from biology to business is the penalty of death by assuming that present themselves, 
workers, engineers, or management correctly identify downwards steps, and as a result decline to move 
and wait until an upward step presents itself. This results in waiting times but no costs in blood and tears. 
Not only does this framework gloss over the many bad ideas that are implemented and good ideas that 
are not, it essentially explains learning curves by appealing to a prior source of knowledge whose 
acquisition is left unexplained. These models are closer to petitio principii then to parsimony and fail, to a 
large extent, to explain variations in learning rates. 

Altogether, the most widely cited models suffer, in our view, from 1) lack of parsimony, or 2) deficits in 
explanatory power of the stability and universality of observed learning patterns, or else 3) generative 
power. These considerations have led us to reconsider the most basic forms of learning: the improvement 
in estimations as a result of increasing sample size. Within this framework, estimators are thought of as 
encapsulating “learning methods”. Diminishing variance of the estimator naturally translates to improved 
performance (i.e. learning) in a variety of contexts. The critical transition from estimation theory to the 
framing of the model proposed here is, however, in viewing sample size not as a given determined by 
chance or choice but as a sampling clock for the accumulation of experience with an external 
environment. In the present study we address the following questions: what determines the rate of 
learning and its functional form? What is the exact nature of the learning methods employed in real life by 
individuals, organizations, or neurons? How are these methods updated? What would be the effects of 
discarding “bad inputs”?  

We study a set of estimators corresponding to plausible learning strategies. We show that learning rates 
take on widely disparate values depending on the “ecological match” between the learning method and 
the environment in which the activity is situated, and that many, but not all exhibit power law 
characteristics in a wide variety of environments. Finally, we argue that the simple statistical model 
underlying our results is the most parsimonious among the models studied to date while matching or 
exceeding them in explanatory power. 

Model 

Our model makes the fundamental assumption that the learning entity is living in an uncertain world, 
characterized by some probability distribution. The goal of the entity is to learn some crucial aspects of 
the environment from repeated exposures, called experience. The agent has some internal representation 
of the relevant aspects of the environment and refines the match between the unknown outside world and 
the internal representation by updating its internal structures with each new unit of experience. The cost 
of any mismatch is quantified by a loss function which should follow a downward trend over time, as the 
agent accumulates experience. However, as the next example illustrates, if a strategy leads to 
diminishing loss in one environment, that does not necessarily guarantee similar behavior in a slightly 
different environment. 

Figure 1 illustrates the possible outcomes for a particular strategy in three different environments 
characterized by Student's t-distributions centered on zero and degrees of freedom taking on the values 
0.8, 1.0, and 8.0. When a learning entity is put into one of these three worlds, it starts taking independent, 
identically distributed samples from the distribution corresponding to that particular world, each additional 
sample point representing a new unit of experience. In this case, the only aspect of interest to the agent is 
the location parameter (center) of the distribution and the loss is defined as the distance between the true 
value (zero), unknown to the agent, and the agent’s best guess or estimate, based on its internal 
representation. This agent’s strategy is to store all of its experience (no forgetting) and estimate the 
center of the unknown distribution by taking the arithmetic mean of all observations. It is no wonder that 
this strategy is successful (i.e. tends to decrease loss with more experience) only with eight degrees of 
freedom, since the t-distribution has no mean with just one degree of freedom or less. However, 
interestingly, in each case we can see a learning curve with an approximately power law shape, indicated 
by a more or less straight line on a log-log plot of the loss vs. (cumulative) experience. When calculating 
the slope of these lines by simple linear regression, the only successful curve (with eight degrees of 
freedom) has a slope close to –0.5, which follows from the asymptotic standard deviation of the mean 
estimate (error inversely proportional to the square root of the cumulative experience). 
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Figure 1: Log-log plot of the error (loss) in estimating the location parameter by the sample mean 
as a function of the cumulative experience in various Student's t environments 

These slopes were obtained by taking the geometric mean of the loss over 1,000 simulated learning 
curves. This is equivalent to taking the arithmetic mean on the log scale, preserving the power law shape 
(straight line on a log-log plot). However, this kind of averaging (or any other aggregating scheme) can 
hide the variability of the individual learning curves due to chance (sampling error). To reveal the 
distribution of slopes, we conducted some simulation studies for selected learning methods in various 
environments. 

Simulations 

We tested the performance of six different strategies in four learning environments characterized by 
univariate, symmetric distributions: Uniform[-0.5, 0.5], Normal(0, 1), Cauchy, and t with 0.1 degrees of 
freedom. (Note that the Cauchy is the same as the t-distribution with one degree of freedom, and the 
normal distribution is the limit of the t as the degrees of freedom go to infinity). In each case, the goal was 
to estimate the location parameter (center) of the distribution and the loss was the distance of the 
estimate from the center (zero). The resulting distributions of the slopes in the four different worlds are 
depicted in the four plots in Figure 2. 

The first estimator tested was the sample (arithmetic) mean, as in Figure 1. The second would drop 

(ignore) outliers outside the range },{ 31 IQRkQIQRkQ ⋅+⋅−  where 1Q , 3Q  and IQR are respectively 

the first and third quartile and the interquartile range and 5.1=k , and take the mean of only the 

remaining observations. The third estimator was the midrange, defined as the arithmetic mean of the 
minimum and maximum values, and the fourth was the median. Finally, the last two were naive mode 
estimators (Chernoff, 1964) that take the center of the interval of given length containing the most 
observations. The only difference between the fifth and the sixth strategy was the length of that interval: 
0.25 and 0.5, respectively. 
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Figure 2: Slope distributions for six strategies in four learning environments 

Each curve in Figure 2 is a kernel density estimate based on 1,000 slopes of simulated individual learning 
curves. These slopes were calculated by simple linear regression (ordinary least squares) based on 16 
data points (15 doublings), where the amounts of experience were powers of two, with exponents ranging 
from 5 to 20 (giving estimates at experience levels 32, 64, 128, …, 1,048,576). The entire sample was 
used each time, which implies agents possessing perfect memories. (Of course, the memory 
requirements of the different methods are not all the same, e.g. the midrange could get away with 
remembering only two numbers: the minimum and the maximum). 

Results for the mean in Figure 2 are consistent with Figure 1, with slopes packed tightly around the 
theoretical –0.5 in the uniform and normal worlds, but moving over to zero in the Cauchy, and completely 
going flat in positive territory in the t 0.1 world, indicating total failure in the last two fat-tailed worlds with 
no means. 



 
But dropping outliers makes the mean much more resistant, as we can see by looking at the red dashed 
lines that seem to be centered on –0.5 in all four environments. The midrange is one of the bests in the 
uniform world with a slope of –1; however, in the normal environment it loses its power law shape and the 
slopes approach zero as experience accumulates (and for the remaining two worlds it is even worse than 
the mean). The median is overall the most robust, with solid performance in all environments. The two 
mode estimators’ slope is less steep than the median’s, but still negative most of the time, indicating 
slower, less efficient learning. The uniform world is an exception with the anomaly that the mode 0.5 
method does just as well as the superefficient midrange, despite the fact that the uniform distribution has 
no mode! This stands in stark contrast with the slopes for the mode 0.25 strategy, which are tightly 
centered on zero, indicating stagnation instead of learning. This illustrates that a simple parameter 
change in the learning method can have as a dramatic effect as a parameter change in the distribution. 

Discussion  

We have demonstrated that even naive learning methods in extremely simple, static environments can 
show a wide variety of learning outcomes, from the mathematically optimal to the totally clueless. That 
suggests that some learning mechanisms may be rooted in the familiar notion of estimator efficiency in 
statistics. Of course, reproducing empirical experience curves is not the same as explaining them. But if 
these claims stand up to scrutiny, that may open the door to developing better models of learning in a 
variety of contexts. 

The basic model discussed in this paper has several merits which we consider sufficiently promising to 
warrant further extensions and research. The principal merits in our view are: 

1. A natural isomorphism between model and a variety of learning phenomena. The gathering of 
experience corresponds to cumulative sampling, the compression of raw data into a “template” (in 
cognitive terms) or “practice” (in economic terms) matches the notion of an estimate, the variety 
of estimators reflects the existence of multiple learning methods, and the use of different 
distributions acknowledges that the world offers distinct habitats for learning. 

2. Even in its current minimal form, our model is not only capable of generating a wide variety of 
curves, but to trace this variation to what is essentially an ecological (mis)match between 
environment and learning method. 

3. Our model is “atomic”; it represents a single agent of minimal complexity. Structured ensembles 
of multiple agents with feed-back and feed-forward mechanisms are easily conceived and readily 
justified in several contexts (neuronal configurations, social organizations, etc.) 

4. We avoid any recourse to some prior and unexplained source of foresight and prudent judgment 
in avoiding “bad ideas.” Our agent fumbles and pays the full price for doing so. 

We conclude with three remarks. 

Although at present not implemented as a feature of our model, one can suppose that learning methods 
can evolve and hybridize in simple gradual steps in order to improve the learning rate in a particular 
environment and/or to gain in robustness across different or varying environments. This ability of “learning 
to learn” is a distinctive feature of all truly strategic behavior which has not received the attention it 
deserves. This aspect bears interesting similarity with metaplasticity phenomena observed in brain activity 
(Abraham, 2008). 

Forgetting is another crucial aspect of learning that may be naturally incorporated in the model presented 
here. For example, adding a power law forgetting curve (Wickelgren, 1974) can preserve the power law 
shape of learning curves (either exactly or asymptotically, based on the exact functional form) with a 
change of slope depending on the forgetting rate. 

Finally, if we assume that learning is driven not by experience, but by the ideas generated during that 
experience, and that the distribution of the sizes of those ideas follows a power law distribution (Papo, 
2007), then again, mathematically this is equivalent to a power law forgetting effect, and hence, results in 
a change of slope for a power law learning curve, where the magnitude of the change depends on the 
exponent of the power law distribution. 
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