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Abstract

We study the formation of small research groups in the Beijing Complex Sys-

tems Summer School with affiliation networks compiled from survey data. Network

statistics are calculated, and we devise measures to characterize group durability

and volatile students. These measurement can predict failed projects after only two

days of data collection. Also, we find that group durability correlates significantly

with the mixture of Chinese to non-Chinese students in groups. Finally, our data

and measurements suggest that the Summer School should require research groups

to formalize their membership earlier.

1 Introduction

One of the requirements at the Beijing Complex Systems Summer School was to complete
a group research project. We decided to study the formation of the student research
groups. The groups were self-organizing—very little guidance was given by the faculty.
The only formal requirements were for groups to have between three and six members,
be interdisciplinary if possible, and include both Chinese and foreign students. These
requirements were given at the beginning of the second week.
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On the first day of class, the students introduced themselves and gave a brief descrip-
tion of their research interests. On the third day of class, the school provided a bulletin
board for students to announce project ideas and group meetings. Student had to choose
a final group by the end of the second week of class. We began tracking the formation of
the groups on the third day by distributing surveys at the lectures. From these surveys
we constructed affiliation networks between students and project ideas.

Initially, most students are interested in many different projects, and over time they
narrow their interest. Note that many of the project ideas never reach fruition. Most
of the literature on the evolution of networks focuses on network growth, as in research
collaboration [2] or connections between pages on the world wide web [1]. Comparatively,
our data set is rather novel—an initially connected network is successively pruned into
many disconnected components. This means that traditional methods of data analysis—
clustering coefficients, mean path length, etc.—do not necessarily apply to our network
data.

In this paper, we aim to formulate measurements for identifying failed project pro-
posals and indecisive students early in the time sequence. That is, we study whether
future changes in network structure can be inferred from an incomplete data set. If we
are successful, a practical consequence is that administrators for future summer schools,
armed with survey data, could target their attention to the projects and students requir-
ing guidance. A secondary goal is to study the correlation between the diversity of the
various groups and their stability or durability over time.

In the next section, we discuss the methods of data collection and the construction of
the networks. Then, we compute basic statistical properties of the networks, define our
own measurements and examine their predictive power. Finally, we check for correlations
between attributes of summer school participants and group durability.

2 Methods

During afternoon lectures, we distributed surveys to all students in attendance. Students
were instructed to list the projects they were interested in, to write the names of other
students interested in these projects, and to rank the projects according to preference. The
surveys were collected every week day until the deadline for group formation, beginning
the third day of class. The first day of data collection was also the first day project ideas
and group meetings were publicly available1. We collected eight days of data, and no data
are available for the weekend. Surveys were not used to collect data for the final day since
the official group membership was made public on the summer school website.

From the surveys, we compiled two-mode affiliation networks where one type of node
represents project ideas and the other type represents students. An edge is made between
two nodes if a student reported interest in a project. There is one network for each day
of data collection, thus we have eight bipartite graphs representing the change over time
of the affiliation network between students and projects. From the two-mode data, it is
easy to construct a one-mode affiliation network where nodes stand for students, and an
edge connects two students if they are interested in any of the same project. Figure 1
shows a two-mode representation of the survey data for the first day, while Figure 2 gives

1A bulletin board was used as public forum
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Figure 1: Two-mode network representation of survey data for the first collection day.
Black squares are projects, blue circles are Chinese students, and red circles are non-
Chinese students. Edges indicate that a node is interested in a project.

the data in a one-mode network representation. The two types of networks allow us to
perform two types of analysis, as discussed in the following.

Now, attendance at lectures was not perfect, and some students attending did not
bother to complete the survey. Missing data can have a particularly strong impact on
measures that aggregate or identify changes in the network over the time sequence (e.g.,
the measures described in Section 3.2).

The network data is available at http://www.cl.cam.ac.uk/ twm29/csssdata/.

3 Analysis

3.1 Statistical and Network Properties

There were 54 students participating in the summer school, and students listed a total
of 23 different research proposals during the group-formation period. Of the 23 project
ideas, 14 groups ultimately formed. Groups were comprised of either three, four, or five
members, and three students actually belonged to more than one group, despite the single-
group requirement. 68% of the participants were male, and 53% were Chinese citizens.

One interesting property we considered is the extent to which group selection exhibited
homophily, i.e., groups composed of members with similar attributes. This is particularly
important property to examine since one of the key goals of the CSSS is to encourage in-
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Figure 2: One-mode network representation of survey data for the first collection day. Blue
circles are Chinese students and red circles are non-Chinese students. Edges indicate that
two nodes have expressed interest in at least one common project.

terdisciplinary and international collaboration. We studied three attributes: nationality,
gender and discipline. For nationality, we considered Chinese-non-Chinese interactions.
Categorizing by discipline proved far trickier, in large part due to the fact that the CSSS
attracts people who have broad multi-disciplinary interests. We divided disciplines into
four categories: technology2 (34% of students), social science (28%), biology (23%), and
mathematics or physical science (15%). For each person with a given attribute, we com-
puted the percentage of other group members with each property. We then averaged over
all people for each attribute.

Additionally, we can analyze these properties for each day’s networks to track how the
network composition changes over time, as in Figure 3. For example, on the final day,
65% of Chinese students’ group members are also Chinese, slightly higher than would
be expected if associations were truly random. Likewise, 57% of non-Chinese students’
group members are also non-Chinese. However, it would be wrong to generalize too
much by only considering these final results and claim that Chinese students are more
likely to associate with themselves. Indeed, one can see by examining the earlier network
data that for some days, non-Chinese students exhibited higher self-preference. But the
most important trend that can be observed from the time series data is that transnational
mixing is substantially higher in the early days of data collection (i.e., higher than random
at around 40%), but this mixing gives way to greater homophily once the final groups are
selected. So the group-formation process does encourage trans-national interaction even
if the resulting groups are not mixed as well.

2Technology consists mainly of engineers
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Figure 3: Mean group composition over time.

We also studied the rate at which the network begins to coalesce. One telling measure
is indicated in Figure 4. This histogram indicates the first day that people indicated
interest in the project they ultimately joined. 60% of the students mentioned their final
project on the first day, while another 26% did so on the second day. Thus, while people
may have expressed interest in many projects, most certainly had a fairly good idea of
which project to join very early on in the group-formation process. Also every project
that reached fruition was proposed by the second day.

3.2 Measurements

We would like to be able to identify projects that are not likely to succeed and students
who are uncertain about what group to join. To better serve students attempting to form
groups, we wish to make these identification early in the process of data collection. To this
end, we define two measurements on the data: group durability and individual volatility.
In this section we will consider only the two-mode graphs.

3.2.1 Group Durability

Here we are interested in identifying projects that have a low probability of success.
By studying the graphical representations of the data, we notice some groups are more
highly connected that others. However, the degree of the project node is not sufficient
to determine the durability of the group. We must also consider the strength of the
connection. For instance, on day 3 both Group 13 and Group 16 have degree three, but
every student connected to Group 16 is connected to another group as well. The students
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Figure 4: Histogram indicating the day on which people first indicated interest in the
project they ultimately joined.
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Figure 5: Example network with group durability measure.

6



Figure 6: Scatter plot for group durability measure for Days 1–8 (left) and Days 1–2
(right).

connected to Group 13 are not connected to any other group, therefore we consider the
connections to Group 13 to be stronger. If we include the strength of connections in
our calculations, we then have a measure for the daily popularity or robustness of each
project. Averaging the popularity over time gives us a notion of a group’s durability.

To make this idea more formal, for each day set the weight of an edge to be 1 over
the degree of the student node the edge connects to 3. The measurements of an example
network are given in Figure 5. Then define the daily popularity of a project to be the
sum of the weights of all the incident edges for that project, so in Figure 5, G1’s daily
popularity score is 11

6
. Finally, the group durability on a given day, say Day 4, is the

average of the group’s daily popularity scores through Day 4. In other words, group
durability is the mean popularity over time.

It turns out that group durability is a good predictor of the success of a project. If
we look at the group durability of all projects on Day 8, we find that all the projects
that did not survive have a group durability score of less than 1.5. There are also three
groups which did survive that have low durability scores, but these are strange cases. For
example, one of the low scoring survivors first appeared in the data on Day 2. It then
disappeared for Days 5 through 7 only to resurrect itself as an official group on the final
day. This is clearly not durable over the time of data collection even though the group
eventually formed. Regardless, the more significant observation is that all failed projects
cluster below a score of 1.5.

Furthermore, the group durability measure predicts these same group projects will fail
even when calculated using only data from days one and two (see Figure 6 left). Through
day two, twelve groups score below 1.5 using the durability calculation. All nine group
projects that ultimately failed are score below 1.5; thus, we can accurately identify groups

3this is well-defined since our graphs are bipartite
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Figure 7: Scatter plot for individual volatility measure for Days 1–8 (left) and Days 1–3
(right).

that do not form very early in the data collection.

3.2.2 Individual Volatility

Now let us turn our attention away from the stability of projects and toward the stability
of individual students. It would also be quite helpful to quickly identify students who are
having difficulty finding a group, so we explore a couple measures of individual volatility.

First, we compare the number of common interests an individual reports on consecutive
days to the total number of interests she reports. That is, for each person we divide the
length of the intersection of her interests by the length of the union. An example might
help here: On day 2 Bob reports he is interested in groups 4, 6, 8, and 11. Then on day
3, Bob reports that he is interested in groups 6, 11, and 12. The number of groups he in
which he is interested on both days is 2, and the total number of groups he is interested
in is 5. Thus his volatility score between days 2 and 3 is 2

5
. Note that volatility ranges

from 0 to 1 and the lower the score, the more a person changes from day to day.

After the volatility scores are calculated over several days, we compile the mean volatil-
ity to aggregate the volatility measure over time. This measure of mean volatility does
not lead to very clean results since there is no natural break in the volatility scores as
there is for group durability. However, after compiling the mean volatility for the entire
data set, we find that most individuals are rather stable by this measure. In fact, almost
one-fourth of the students display the lowest amount of volatility possible, with mean
scores of 1. If we, rather arbitrarily, look at only those students with final day mean
volatilities of less than 0.5, we identify eight students for whom there is strong anecdotal
evidence of indecisiveness. A scatter plot of the volatility measurement is given in Figure
7.

Difficulties begin to arise when we wish to identify those eight students earlier in the
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data collection using the same measurement. If we use the same 0.5 cutoff after 3 days
worth of data, we find five of the eight students, but also identify an additional 10 as
being volatile. If our purpose is to focus attention on those who need help, this result is
unsatisfactory. Results do not significantly improve—and sometimes worsen—if we look
at a longer stream of sample data. One major problem here is students who did not fill
out the survey. This increases apparent volatility and makes prediction difficult. One
student in particular never completed a survey, so his mean volatility score shows him to
be the most volatile student even though we have no information about his behavior.

Hoping to overcome these problems, we tried another volatility measure due to an
idea from David Feldman. In the previous measurement, students were considered more
volatile if they simply crossed projects off their lists of interests. However, we would
rather not penalize individuals for refining their interests, but only when they add new
projects to their survey. So we computed an absolute measure of volatility where students
were given one point for each additional project that was not listed on the previous day,
and they were given two points for replacing one project with a different one. However,
the results were even less consistent than for our initial volatility measurement. Either
more study is needed for developing a suitable volatility measure or more data is generally
required to ascertain reliable volatility measurements.

3.3 Correlations

Since group durability seems to be an adequate predictor of group success, we calculate
how well it correlates with other group characteristics. We are particularly concerned
with the homogeneity (or heterogeneity) of the groups—that is the mixture of students
by nationality, gender, and major. So first we devise a statistic to capture the groups’
homogeneity. For nationality we divide the students into two categories, Chinese and
non-Chinese, and with each group we associate an ordered pair (x1, x2) where x1 is the
number of Chinese students and x2 is the number of foreign students. Then the national
homogeneity score for each group is

2∑

i=1

(
xi

N
−

1

2
)2

where N is the number of people in the group. Notice that the homogeneity score runs
from 0 to 1

2
where 0 is the most mixing possible and 1

2
is when everyone in the group is

from the same category. Perhaps some examples will elucidate the calculation.
Suppose Group A has 2 Chinese students and 1 foreign student, and Group B has no

Chinese students and 4 foreign students. Then the homogeneity score for Group A is

(
2

3
−

1

2
)2 + (

1

3
−

1

2
)2 =

1

18
,

and the homogeneity score for Group B is

(
0

4
−

1

2
)2 + (

4

4
−

1

2
)2 =

1

2
.

Of course Group B’s score is 1

2
because all its members are foreign. Just remember that

the lower the score, the more mixed the group is.
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We calculate the homogeneity score for gender in exactly the same way. To study the
diversity of academic majors, we form 4 categories: technology, social science, biology,
and mathematics or physical science. This score is similar to the others, and for each
group we assign a 4-tuple, (x1, x2, x3, x4), where x1 is the number of students studying
technology, x2 is the number of social scientists, and so on. Then we define a group’s
homogeneity score to be

4∑

i=1

(
xi

N
−

1

4
)2

This score runs from 0 to 3

4
, and again the higher the score, the more homogeneous the

group.
We now determine whether group popularity and durability can be linked to hetero-

geneity. We perform two types of regression to test the correlation for popularity and
then for durability. The first type is day-by-day regression while the second is panel-data
regression.

In the day-by-day regression, the dependent variable is the popularity of every project
for a given day, and the independent variables include the heterogeneity of major, gender
and nationality. Since we have data for eight days, we computed eight regressions. The
results show that for most days, the major and nationality heterogeneity have a significant
effect on group popularity, while gender heterogeneity present a significant impact in only
three days. Smaller heterogeneity values imply better mixtures, so the negative coefficient
of heterogeneity shows a positive relation between heterogeneity and group popularity.
Here are the detailed results4:

• Major heterogeneity’s impact on popularity is significant for days 1, 2, 4, 5, 6 (at
level p< 0.1).

• Nationality heterogeneity’s impact on popularity is significant for days 2, 3, 4, 5, 6,
7 (at level p< 0.1).

• Gender heterogeneity’s impact on popularity is significant for days 1, 5, 7 (at level
p< 0.1).

Notice that no factor is significant for the last day. This could be because on the last
day, many groups are isolated from other groups so that the popularity measure of many
group equals the number of people in each group, thus meaningless to some extent.

In the second regression, panel data from all 8 days are used. The dependent and
independent variables are the same as the first regression setting. All three dependent
variables have a negative effect on the independent variable and are significant at level p<

0.01. This supports the observation from the first regression that the more heterogeneous
the group, the more popular it is.

Perhaps our most striking correlation result is that there exists a relationship between
the nationality composition of a group over time and group durability. We considered the
mean composition of a group for each characteristic, and compared it to group durability.
P values for each of the regressions is given in Table 1. We found that major and gender
heterogeneity does not have a consistent impact on group durability. However, we found

4The full regression results are given in Appendix A
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Day 8 Day 7 Day 6 Day 5 Day 4 Day 3 Day 2 Day 1
Major .633 .251 .181 .225 .144 .127 .050 .072
Gender .782 .096 .087 .089 .148 .137 .043 .003
Nationality .010 .024 .040 .086 .059 .105 .622 .743

Table 1: P-values for linear regression of group compositional characteristics against dura-
bility .

that groups balanced by nationality are correlated with strong group durability measures.
Furthermore, the significance of this correlation steadily increases as time progresses.
What might this mean? Well, it indicates that trans-national groups are more likely to
survive. This could be due to the exogenous requirement that groups be trans-national,
but because the results are significant for many days, not just the final day, it suggests
that the impact is being observed earlier in the process.

4 Conclusions

In summary, there is a slight bias in the final research groups for Chinese students to
group with other Chinese students, and foreigners with foreigners; however, mixing does
occur during the formation of the groups. Also, the mixing between Chinese and foreign
students is correlated with our measurement for group durability. That is, the more
mixing by nationality during the formation process, the more durable the group. This
makes since if we consider that the more varied the student interest in a project, the more
likely the project is to survive.

Second, we can identify failed project ideas early in the data collection. This is partic-
ularly useful for the organizers of the Complex Systems Summer School because it may
allow them to focus time and resources toward groups in the most need, but it also may
be useful by analogy to other situations. If, instead of a research affiliation network, we
consider a bipartite graph of consumers and products, where an edge exists if the con-
sumer is interested in purchasing the product, then we may be able to identify early in the
bargaining process which products will be most widely purchased. Additionally, we would
like to identify those individuals who have difficulty making a decision, but our current
methods are inconclusive at best. One avenue for further work is to consider correlations
between the group durability scores and various measurements of individual volatility.

Finally, we recommend the summer school require groups to form earlier in the
session—perhaps at the end of the first week instead of the the end of the second. All the
successful project ideas are present by the second day of data collection, and the great
majority of students express interest very early in their final groups. Waiting to formalize
research groups only takes time away from the research.
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Appendix A

Following are the regression results comparing group popularity with various character-
istics from Section 3.3. The first eight tables compare each day’s popularity measures to
each characteristic, while the final table indicates results for the panel regression.
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