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Introduction

A classic question in evolutionary biology is how individuals optimize fitness
in a changing environment [1]. In some cases, organisms evolve the ability to
develop alternative phenotypes in response to different environmental con-
ditions: many species of butterflies exhibit different colour patterns (alter-
native phenotypes) that are adapted to the particular seasonal environment
(dry or wet seasons) in which the butterflies spend their adult lives [8] [9].
The alternative phenotypes develop in response to an environmental cue,
such as temperature or day length, perceived earlier in development. In this
case the butterflies have evolved mechanisms to sense and appropriately re-
spond to external cues. Phenotypic plasticity as a strategy works only if
there is a reliable environmental cue that can be perceived by the organ-
ism, and if the organism can evolve the specific genetic and developmental
machinery to sense and appropriately respond to this cue.
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In other cases, individuals will adopt a bet-hedging strategy by stochas-
tically producing offspring with a large variance in phenotypes: the expec-
tation is that at least some proportion of the population will be adapted to
any resonable environment and be able to survive and reproduce. This is
the case, for example, with seed germination times: because spring weather
can be unpredictable, and freezing spells can follow warm weather, some
seeds in a population will germinate early while others will germinate late,
instead of germinating all at once [3]. The bet-hedging strategy requires
little investment in terms of specific genetic and developmental machinery.
This strategy could evolve if there are no reliable environmental cues or if
the machinery to track the environment is too costly.

In some circumstances, the population itself is an important compo-
nent of the selective environment to which each individual must adapt. All
frequency-dependent phenomena, where the fitness of one behavior depends
on the distribution of behaviors within a population, fall under this category.
An example of this is a population of individuals playing the Hawk-Dove
game [5]. In this game, for even a few simple strategies, the average payoff
for each strategy depends on the frequency of other strategies in the popula-
tion. These dynamics can cause dramatically different equillibria depending
on the initial distribution of strategies within the population.

To help address this question, we created an in silico evolutionary ex-
periment where individuals are subjected to environments that change with
varying frequencies. We represented individuals as finite state automata
known as Moore machines [7] and used a genetic algorithm to see how be-
haviour changes over time, similar to Miller [6]. The automata, in our
simulation, played 2X2 symmetrical games in an environment with variable
payoffs to represent environmental change. In this study we focused on two
hypotheses. First, we investigated if machines with different mutation rates
are better adapted to different rates of environmental change. Second, we
tested if variable environments select for strategies that have functionally
complex mechanisms to track environmental change.

Methods

Moore machines are composed of states and transitions between states.
States define unique moves for the automata. Since we consider 2X2 games
in this study automata have only two possible moves which we label 0 and 1.
Each state has two instructions for transition to another state which depend
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Figure 1: A diagrammatic representation of a Moore machine, where the
circles represent states and the labeled arrows represent the transitions that
occur in response to the move by the opponent denoted by the label. The
initial state is indicated by the double circle. This machine would be encoded
as 021 112 in vector form.

on which of the two moves the opponent played in the previous round. The
initial state of the machine is uniquely defined. Figure 1 shows a diagram-
matic representation of a Moore machine.

In our simulation, finite state machines were encoded as vectors of inte-
gers and each state in the automata were represented as three integers. The
first integer encoded the move chosen by the machine when in the state,
either 0 or 1. The second integer specified the state to transition to when
the opponent plays move 0. The third encoded the transition instruction
when the opponent plays move 1. Note that it is possible for a transition
instruction to specify a transition to the same state (as shown in Figure 1).

An evolutionary process requires mechanisms for inheritance, variation
and selection. For this study we used a genetic algorithm [4] to capture these
processes. The algorithm treated inheritance as uniparental reproduction of
the finite state machines. It incorporated selection by setting the probability
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that machines would appear in the next generation proportional to their fit-
ness. Fitness was determined by success in playing iterated 2x2 games with
every other machine. Every generation, each machine was paired with every
other machine to play a set number of iterations of a game (payoff matrices
are described below). We assumed a perfect information environment, that
is, each machine knew its opponent’s previous play with complete accuracy.
Each machine’s fitness was equal to the total payoffs earned in a generation
plus a small penalty for longer machines. That is, the adjusted fitness of ma-
chine i is given by fi

1
Np

i
, where fi is the sum of the payoffs in the generation

for strategy i, Ni is the number of states that i has and p is a fitted fac-
tor smaller than 1. There was no penalty for machines of two states or less.
Variation was generated through random mutation of existing states and the
random addition or removal of a state. More precisely, every generation all
integer that encoded a machine had an equal probability of changing to any
allowable integer. The allowable integers were 0 and 1 for the first integer
in a state encoding, while all integers corresponding to a state are allowed
for the second and third integers of a state encoding. There was also a set
probability for adding a new state and for removing an existing state. This
probability was the same for all machines. When new states were added
their encoding was randomly generated using the allowable integers.

To simulate changing environmental conditions, we alternated between
two 2X2 payoff matrices with a set frequency. The choice of 2X2 games to
be alternated was difficult. We needed games with well-defined evolution-
ary stable strategy that was not too sensitive to initial conditions to make
the evolutionary response to environmental change easier to identify and
define. However, games with non-trivial steady-state strategies were more
likely to show interesting responses for iterated games. As a first attempt
we considered an alternation from matching game A to matching game B
described by the payoff matrices below. We note, as will become clearer in
what follows, that this initial choice turned out to compromise too far on
the second criterion in favor of the first.

Eventually all automata in the population should converge to always
playing Choice1 when the payoff matrix is A and converge to always playing
Choice2 when it is B. Alternation between the two payoff matrices (two
environments) could lead to several outcomes. We varied the frequencies of
environmental change and mutation to study the evolutionary response of
the machines.

We initiated all simulations with a population composed of one and two
state machines randomly sampled from the space of possible one and two

4



Table 1: Payoff Matrix A

Choice1 Choice2
Choice1 4 2
Choice2 2 0

Table 2: Payoff Matrix B

Choice1 Choice2
Choice1 0 2
Choice2 2 4

state machines. Because of the limited computational time and power avail-
able we used a population size of 40 machines. For every pairing of strategies
the game was iterated 50 times. We varied the mutation and growth rates
from 0.01 to 0.2 in steps of 0.01 and the frequency of environmental change
from 1 to 30 generations.

Optimal payoff strategies: We compared the final level of average
fitness that a population reached for a given mutation rate under different
frequencies of environmental change to investigate if there is an optimal
rate of mutation for specified frequencies of environmental change. We ex-
pected higher mutation rates to allow more rapid adaptation when popula-
tion fitness is low. However, we expected lower mutation rates to maintain
populations near higher fitness. We hypothesized that there is an optimal
mutation rate that balances the competing needs for speed of adaptation
and maximization of payoffs. With a faster rate of environmental change,
we expected that the optimal rate of mutation would be faster.

Tracking Environmental Change: Given the limited scope of the
study, it was not feasible to develop an automated or general method to
determine how well strategies tracked environmental change. Our approach
was to use machine size as a proxy for this functional complexity. A problem
with this approach is that machine size and functional complexity do not
always correlate. In fact, it is possible to have two machines of vastly differ-
ent size that are functionally equivalent. However, it seems reasonable that
our modest penalty for machine length would reduce equivalent strategies
to their smallest functional size.
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Figure 2: Average Normalized Payoff vs. Frequency of Environmental
Change with growth rate = 0.1 and different mutation rates.

Results and Discussion

Populations with higher mutation rates seem to adapt better than popu-
lations with lower mutation rates when environmental change is frequent.
However, for less frequent environment change, populations with lower mu-
tation rates have higher average fitness. These preliminary results appear
to be in accord with our hypothesis; however, the data is fairly noisy (Fig-
ure 2) making the results less than definitive. Given more computational
time, these simulations should be repeated with a larger population size and
more iterations so the results can be analysed statistically.

The average machine size over all periods of environmental change seems
to be lower for higher mutation rates (Figure 3). This preliminary result
is the opposite of what we expected. Some explanations for this result
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Figure 3: Cumulative sum of average machine sizes for periods of environ-
mental change.

could be (1) the relative importance of (fixed) growth rate is higher for low
mutation rates, (2) larger machines are more susceptible to harmful muta-
tions and are selected out of the population when mutation rates are high,
(3) when the mutation rate is high, mutation is a more effective mecha-
nism of adaptation to changing environmental conditions, pre-empting the
need for more complex social-learning-like strategies (as described below).
Additional simulations should be conducted to determine which of these
mechanisms influences our results.

There is no clear trend through time that relates the average machine
size and frequency of environmental change. Machine size oscillates around
two states (Figure 4). This preliminary result is not in accord with our hy-

7



Figure 4: Average Machine Size vs. Time, mutation rate and growth rate
= 0.01.

pothesis that size will increase through time, in order to track environmental
change. Instead, it appears as though machine size drifts without clear di-
rectional trend. This could be due to our choice of pay-off matrices with
trivial equilibria. More complex games might generate more complex strate-
gies. Both of these preliminary results regarding machine size will have to be
re-tested with a larger initial population size and more iterations. Statistical
analysis could then be applied to those results to draw firmer conclusions.

A reasonable question would be to ask how the almost trivial payoff ma-
trices we chose might generate machines of some complexity. One possibility
is that they might evolve something like social learning rules. For example,
one-state automata might function similarly to an individual learner since
a one-bit mutation is all that is required for the strategy to go from always
playing Choice1 to always playing Choice2. Following Rogers [10], we would
expect this type of strategy to be more successful when mutation rates are
high and/or environmental change is high. A two-state automata, however,
might function similarly to a social learner. It might choose a strategy on
turn one, but switch strategies if its opponent plays a different strategy on

8



subsequent turns. It would then be able to track changes in the population
strategy without needing a favourable mutation itself. Effectively this strat-
egy pays an opportunity cost for social learning on its first turn. We would
expect this type of strategy to do better when mutation rates are low and/or
environmental change is low. Rogers [10] and [2] have shown analytically
the conditions under which a population of individual and social learning
equilibrates; however our simulation might have more complicated results
do the possibility that social learning strategies would not play the optimal
strategies when playing against each other.

This social learning perspective might help explain our more perplexing
results. The first is that average machine size is lower for higher mutation
rates. If mutation happens more frequently, this might favour the one-state
machines that rely on mutation for adaptation over larger machines that rely
on social-learning-like mechanisms. The second is that average machine size
tends to stay around two-states. This might be explained because, for these
simple matrices, both individual-learning and social-learning strategies can
be represented by one or two state machines, perhaps making large machines
unnecessary.

Further work

Our in silico evolutionary experiment raises many interesting questions; we
began by addressing two of them, one about the relationship between rates of
mutation and rates of environmental change, and one about the relationship
between machine size and rate of environmental change. To obtain clearer
results extended simulations and statistical analysis of our results will be
essential, as previously emphasized.

The next step would be to improve the choice of games for the simu-
lation so as to allow for richer behavior. For instance, we could focus on
games where the payoff of a strategy is more dependent on the distribution
of strategies in the population, such as in the case of cooperation in the
Prisoner’s Dilemma. Would strategies that are better at tracking the envi-
ronment or strategies that are more evolvable emerge in this situation? If so,
do they always result in higher average payoffs? A more careful analysis of
the actual strategies that evolve in this case could also lead to some insight
regarding adaptation in changing environments.

A different approach that could yield interesting results would be to
generalize our simulations to alternation between any set of randomly chosen
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symmetric games rather than just alternating a pair of matrices chosen under
limited criteria. This could allow us to find a general relation between the
frequency of environmental change and the optimal rate of mutation for
adapting to this change. We could also investigate the general relation
between environmental change and complexity of strategies in this setting.

Another generalized case worth exploring is that with stochastically
varying environments. In this experiment we varied the environment de-
terministically with regular frequencies. Do stochastically varying environ-
ments lead to different evolutionary strategies than predictable, regular rates
of environmental change?

It is clear that to address the questions surrounding the possible evo-
lutionary advantage of strategies that can track changes we need to define
a clearer measure of this ability. We have already hinted at the fact that
this measure might be related to the complexity of the machine. Thus, we
could more generally ask if variable environments lead to functionally more
complex machines and what the appropriate measure of complexity is.

Beyond functional complexity, when machines grow without bound,
even when large machines are functionally equivalent to smaller machines,
we have an instance of bloat. One could easily investigate if bloat can be a
consequence of a changing environment and if bloat helps agents adapt to
new environments by keeping a memory of past environments.

There are algorithmic aspects of our model that we could modify to
observe the effect on the results. For instance, does the method in which
variation is generated – random mutation, recombination or both – create
populations with different abilities adapt to new games? What is the most
efficient way of searching the strategy-space? Can more optimal strategies
evolve by mutating one bit at a time (e.g. gradually) or is the landscape
discontinuous?

Lastly, in a similar model, Miller [6] found that his results varied signif-
icantly depending on the noise of the environment (0%-5% noise). Another
fruitful avenue of research could be to remove the assumption of perfect in-
formation and investigate if results from the model are robust to noise.
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