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Abstract 
 
Closed-loop control of cellular function using a combination of drugs through a stochastic search 
algorithm was introduced recently on kidney cells with a fixed drug response landscape.  
However, a variety of cell types including cancer cells, evolve over time and thereby have 
dynamically changing response landscapes.  Driving these cell types to a desired destiny requires 
optimization of the drug cocktail which minimizes the selection for drug resistance.  Here, we 
perform a feasibility study using a multi-agent stochastic search algorithm to locate optimal drug 
cocktails for a dynamically changing cellular regime.  This study will provide important 
information on discovering optimal cancer drug cocktails to control tumor cell growth, as well as 
driving cell fates of other similar cellular systems to desired destinies. 
 
 

I. Introduction  
 

Cancer ranks among the top lethal diseases in the 21st century.  Since the disease is known to 
be a target-rich pathology with thousands of genes involved during the cancer evolution process, 
it is extremely difficult to find a universal anti-cancer drug that can effectively cure various types 
of cancer, as well as avoiding the development of drug resistance.  Although there is still no 
universal treatment to fully cure cancer, the standard of care for early stage of cancer is 
chemotherapy, which involves the use of a combination of drugs (i.e., drug cocktail) at different 
time stages [1].  Combination of drugs works on various targets, either simultaneously or at 
different time stages, which can prevent a tumor to develop drug resistance during the treatment. 

 
Determining the correct drug dosages in the drug cocktail is critical for effective treatment of 

cancer.  At present, the determination of drug dosage on cancer patients are primarily based on 
the prior experiences of medical practitioners and some primitive physical information from the 
patients.  The currently accepted method for combination chemotherapy has been to select a set 
of drugs with non-overlapping toxicity with separate biological mechanisms to treat the cancer 
and administer the full combination at the maximum tolerated dose as early as possible [2].  
However, patients with similar physical conditions can show significantly different drug 
responses owing to the uniqueness of individuals in the genetic levels [3].  Furthermore, there 
has been some evidence that drug combinations act non-linearly to give both synergistic and 
antagonistic drug combinations that lie below the maximum tolerated dose [4, 5].  Therefore, to 
perform effective cancer treatment, it is desirable to have a systematic way to determine the 
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optimal/near-optimal drug dosage applicable to individual patients (i.e., personalized drug 
cocktails).   
 

Locating optimal/near-optimal dosage of drug cocktail from a huge number of possible 
combinations of drugs is not a trivial task.  For example, assuming 5 different drugs are used at a 
time and each of them having 10 different concentration levels, to locate the optimal/near-
optimal drug dosage requires a total of 100,000 experimental trials.  This poses great 
experimental challenges because it takes on the order of days to months to determine how a 
patient responds to a particular combination of drug cocktail.  Instead of using a brute force 
approach of searching all the possible combinations of drug cocktail, it has been demonstrated 
recently that the use of a stochastic hill-climbing search algorithm can circumvent the need of 
exploring the whole parameter space of drug combinations (Figure 1) and greatly reduced the 
number of experimental trials by several orders of magnitude to locate the optimal/near-optimal 
drug cocktail [6].   
 

The proof-of-concept experiment conducted by Wong et al. [6] was applied on a specific 
type of kidney cell whose drug response landscape is stationary.  However, a distinctive 
difference between cancer cells and other cell types is their ability to evolve over time (e.g. drug 
resistance), due to the rapid mutation events which occur within individual cells that are 
triggered by external microenvironments.  As a result, the drug response landscapes of cancer 
cells are dynamically evolving.  In this work, we are conducting a feasibility study using 
computational simulations to determine whether it is possible to locate the optimal/near-optimal 
drug cocktail on a drug response landscape that is dynamically evolving (Figure 1).  This study 
will provide important information on discovering optimal cancer drug cocktails to control tumor 
cell growth, as well as driving cell fates of other similar cellular systems to desired destinies.                            
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Figure 1. Concept of feedback control to locate the optimal dosage of drug cocktail for cancer treatment.  (a) 
In the experimental setting, an initial dosage of drug cocktail (i.e. input) is treated on cancer cells and the 
corresponding reproduction rate is measured (i.e. output).  This output is evaluated by a search algorithm to 
determine the next set of drug dosage.  The process is re-iterated until the desired output is achieved (i.e. minimal 
reproduction rate).  (b)  In computational simulation, an initial drug response landscape is constructed, which will be 
evolved over specified time periods.  A search algorithm is used to locate the optimal dosage of drug cocktail in the 
dynamically changing landscape.    
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     II. Cancer Evolution 
 

Before a clinically meaningful drug response landscape of cancer cells can be constructed, it 
is important to understand the cancer evolution process.  Cancer is a disease of clonal evolution 
within the body. Although the idea of cancer being an evolutionary process is not novel, little 
attention has been focused on the applications of evolutionary biology to understand and control 
neoplastic progression [7].  
 

Cancer begins with mutations that occur at a single cell level.  The causes of mutations are 
mainly due to environmental factors, although less than 10% of the mutation is caused by 
inheritance.  There are six essential cell physiological changes that collectively dictate malignant 
growth for different cancer cell genotypes: self-sufficiency in growth signals, insensitivity to 
growth-inhibitory (antigrowth) signals, evasion of programmed cell death (apoptosis), limitless 
replicative potential, sustained angiogenesis, and tissue invasion and metastasis (Figure 2).  Each 
of these novel capabilities acquired during tumor development represents the successful 
breaching of an anticancer defense mechanism hardwired into cells and tissues [8].  As we age, 
we accumulate more and more mutations.  This explains why cancer incidents increase with age. 
Observations of human cancers and animal models suggested that tumor development proceeds 
through a process analogous to Darwinian evolution.  This involves a succession of genetic 
changes, each conferring one or another type of growth advantage, thereby leading to the 
progressive conversion of normal human cells 
into cancer cells [9, 10].  Moreover, studies of 
heterogeneity in tumors clearly showed that 
there are extensive cytogenetic, genetic and 
epigenetic variations in neoplastic cell 
populations, and the degree of variations can 
predict the progression of cell populations to 
malignancy [11].  
 

Chemotherapy plays an important role in the 
treatment of primary tumor.  Unfortunately, the 
conventional approach of chemotherapy failed to 
improve cancer treatment significantly. The 
unsatisfactory results with traditional 
chemotherapeutic intervention have been mainly 
attributed to the drug resistant developed by 
tumor cells due to the prolonged usage of drugs 
of the same kind.  To address this problem, 
multi-drug therapies have been employed.  The 
anti-cancer drugs are developed to specifically 
target to each hallmark capability of cancer.  We 
envision that when these anti-cancer drugs are 
used in proper combinations and dosage, 
together with the sophisticated technologies to 
detect and identify all stages of disease progression, will be able to prevent incipient cancers 
from developing. 

Figure 2. Hallmark capabilities of cancer.  
Reprint with permission from Hanahan and 
Weinberg, Cell, 2000, 100:57-70, copyright 2000, 
Elsevier. 
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III. Generation of Dynamically Changing Landscapes 

 
One of the hallmarks of cancer is its ability to evolve.  Application of chemotherapy drugs 

often causes selective pressure on this evolution towards drug resistance.  Using multiple drugs 
simultaneously targeting discrete biological pathways could provide a more effective treatment 
for these types of cancer.  However, finding the optimal ratio of drug concentrations that 
maximizes the therapeutic effect by brute force is extremely time-consuming and clinically 
infeasible. 
 

We propose to extend the work of Wong et al. [6] by examining the performance of a multi-
agent search algorithm on a dynamically changing drug response landscape.  Not much is known 
about the topography of these landscapes as well as the dynamic behavior for a particular cancer.  
However, previous work on stochastic searches seems to support the existence of a complex 
landscape with multiple peaks and valleys [12].  Since the topography of this landscape varies 
with cancer type and within a patient, we elected to pick an arbitrary landscape for a two-drug 
cocktail with representative global and local maxima and minima representing synergistic and 
antagonistic drug combinations (Figure 3). 
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Figure 3. Non-evolved drug response landscape given by equation. The X and Y axis denote concentrations of 
two drugs in arbitrary units, while the Z axis denotes the normalized drug response of the tumor defined as the 
global reduction in reproduction rate within a tumor.  

 
Our sample drug response landscape model consists of a hypothetical cancer tumor, with a 

given drug response landscape shown above.  The reader should note that the drug response 
landscape differs from a fitness landscape traditionally used in agent-based models.  A specific 
location on the drug response landscape represents a drug cocktail concentration with an 
associated tumor response, while a specific location on a fitness landscape generally indicates a 
state of the system (the tumor in our case) with an associated fitness.  Moving within our 
landscape represents changing the drug cocktail concentration (without a specific system state 
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change) while moving on the fitness landscape generally represents the changing of the system 
(tumor) state.  System state changes are incorporated into our model by the change in drug 
response landscape. 
 

Although several groups have attempted to look at how the cancer evolves such as 
Quaranta’s work at Vanderbilt modeling tumor phenotype based on local microenvironments, 
and Deisboeck’s work at Harvard simulating cellular phenotype evolution using agent-based 
models, we have decided to treat cancer evolution as a “black box”. We assume that the 
landscape changes due to mutation and we also assume that the mutation can be measured at a 
single point in the landscape at any given time (the output of our feedback loop).  Since we are 
looking at an aggregate of cells within a tumor, we assume that the landscape changes 
incrementally.  That is to say, there are no dramatic shifts in the landscape within a single time 
interval. 
 

We tested how quickly our search algorithm converges to an optimum drug response under 
two different mutation scenarios.  Under the first scenario, mutations change the initial landscape 
given in Figure 3 reducing the height of all but one peak by 4% at a time.  The resulting 
landscape contains one noticeable peak after 25 mutation events and is shown in Figure 4a.  Note 
that the remaining peak after 25 mutation events is not the global optimum peak in the initial 
landscape.  This represents one form of drug resistance acquisition.  Under the second scenario, 
we simulate mutations that shift the landscape linearly along dosage of drug 1.  The shifted 
landscape after 25 mutation events is shown in Figure 4b.  This kind of analysis may be helpful 
in examining increasing or decreasing resistance effects to one drug within the cocktail. 
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Figure 4. Evolution of drug response landscape.  Drug response landscape after (a) 25 peak reduction mutation 
events and (b) 25 peak moving mutation events.  Notice that the initial response landscape is depicted in Figure 3.    

 
Within each mutation regime, we also examined two cases: one where a mutation event or 

landscape change occurs every four time intervals of the model and second where a mutation 
event occurs every time interval of the model.  Mutations only occurred within the first 25 time 
intervals, after which, the landscape remained static for the remainder of the model time. 
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IV. The Multi-agent Search Algorithm – Differential Evolution 
 

As a ubiquitous problem in optimization, great amount of research has been carried out in 
locating the global maximum/minimum peaks on a well-defined landscape in an effective 
manner.  Comparisons between different search algorithms on the respective efficiencies have 
been carried out by Storn and Price [13].  According to the comparison on the convergence rate 
and the ability to locate global peaks, we have chosen a comparatively more robust search 
algorithm, namely the Differential Evolution (DE), to handle the problem of searching in a 
dynamically changing landscape. 
 
a.  Search Mechanism for DE 
 

The DE algorithm can be visualized 
physically as a search performed by a number of 
different agents, where each agent can pass on 
information about its local information to others 
in order to locate the peak of the landscape 
(Figure 5).  To perform the algorithm in a 
computer program, each agent is represented by 
a population vector, which indicates the current 
location of the agent.  The location of individual 
agent represents a particular drug cocktail 
concentration in our study.  Assume we have six 
different agents (i.e. six different population vectors), and we begin the algorithm with Agent 1.  
A mutant vector is generated based on the information from three other agents (e.g. Agents 3, 4, 
6).  The mutant vector can be thought as an intermediate step to generate the “virtual agent” (i.e. 
trial vector) for later comparison.  Next, a trial vector is determined by a crossover process from 
the population vector and the mutant vector.  This crossover process can be thought as the 
mutation of the population vectors by the mutant vectors.  After the trial vector (i.e. the “virtual 
agent”) is generated, its fitness value is compared with that of the population vector (i.e. Agent 
1).  The one with higher fitness value will become the next location of the agent (i.e. Agent 1 
moves to the new location).  This process is repeated for every agent until all of them reach the 
same location (i.e. the peak).  The flow of DE algorithm is summarized in Figure 6 .  A general 
pseudo code that is applicable to multi-dimensional search space can be found in [13].     

 

 
Figure 6. Flow chart for Differential Evolution on two-dimension changing landscape, Xi,Yi,Xni,Yni stands for 
different combination of drug cocktail.  

Figure 5. Differential evolution is a multi-
agent hill-climbing search algorithm. 
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b. Performance Characterization 
 

To characterize the performance of DE algorithm, we have used an in-built MATLAB 
function called PEAK to generate the landscape with matrix dimensions of 100×100 (i.e. 104 
possible combinations).  A total of 100 individual computation experiments were carried out for 
the performance characterization.  The performance of a search algorithm can be characterized 
by the convergence efficiency and the mean-step-to-converge (MSC).  Convergence efficiency is 
defined as the percentage of successful experiments that are able to locate the global peak of the 
landscape within a specified number of iterations, whereas MSC is defined as the number of 
iterations to reach the peak.  In our study, we are looking for the combination of drug dosage that 
can minimize the reproduction rate of cancer cells growth, we normalized the landscape with 
respect to its peak value to better represent the convergence.  When all the agents on the 
landscape locate the normalized peak value of the landscape (i.e. normalized reproduction rate = 
1), then the optimal solution is said to be found.  From our computational experiments, we found 
that DE has a very high convergence efficiency (i.e. > 85%) with a fast MSC of 20 ±  12.     
 

In addition, we have tested the robustness of DE by using different matrix size and different 
number of agents.  It is surprising that the MSC for DE stays the same even we enlarge the 
matrix size to 1000×1000 or larger.  We also found that as long as the number of agents is larger 
than 6, MSC for DE always stays the same. 

 
 

V. Results and Discussion  
 

As described in section III, we examined two different mutation scenarios representing two 
different forms of drug resistance acquisition.  Under the first scenario, all but one of the peaks 
in the initial landscape disappear over time.  Under the second scenario, the locations of the 
peaks shift, favoring one of the drugs.  We also tested two cases within each scenario: a fast 
evolving cancer mutating every time interval and a slow evolving cancer mutating every fourth 
time interval. 

 
After performing the differential evolution 

search algorithm on a fixed initial landscape 
over 1000 independent trials, we observe an 
overall convergence efficiency of ~84% with 
mean convergence steps of 20.50 ± 5.89 (Table 
1).  The overall convergence efficiency does not 
change much with the slowly mutating case in 
either scenario (dropping to 81% and 80% for 
scenarios 1 and 2, respectively).  This, perhaps, 
reflects the robustness of the differential 
evolution search algorithm in finding peaks of 
landscapes.   

 

Convergence 
Efficiency*

Fixed Landscape 84%

Scenario 1 – slow 
mutating
Scenario 1 – fast 
mutating

Mean Steps to 
Converge, N (SD)**

81%

44%

20.50 (5.89)

20.95 (6.63)

25.37 (8.20)

Scenario 2 – slow 
mutating
Scenario 2 – fast 
mutating

80%

84%

20.34 (5.83)

20.51 (5.95)

Table 1. Performance of DE on dynamically 
changing landscapes. 
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Intuitively, we would expect that if the evolution events are too frequent, it will be difficult 
for the agents to locate the global optimal peak of the landscape.  Surprisingly, convergence can 
also be achieved for the case of fast evolving landscape in scenario 1 and 2, (Figure 7 & Figure 
8) with the convergence efficiencies of 42% and 84%, respectively (Table 1) 
 

As discussed in the earlier section, we evolved the landscape slightly for every evolution 
owing to the fact that drug resistance for patients is developed gradually over time, as opposed to 
sudden drastic changes.  This could be the reason why convergence can be achieved even for the 
fast evolving case.  Nonetheless, the preliminary result is very encouraging as it implies that 
during cancer treatment for individual patients, locating the optimal drug dosage for 
chemotherapy is possible using the concept of feedback, even though drug resistance is 
developed during the medical treatment.      
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Figure 7. Convergence time of DE on dynamically changing landscapes for Scenario I.  (a)  The change of 
landscape occurs at every 4 iterations (slow evolving landscape), i.e., ∆N = 4.    (b) The change of landscape occurs 
at every iteration (fast evolving landscape), i.e., ∆N = 1. 
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Figure 8. Convergence time of DE on dynamically changing landscapes for Scenario II.  (a) Slow evolving 
landscape.  (b) Fast evolving landscape. 
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VI. Conclusions and Future Directions 
 

We have shown preliminary results demonstrating the feasibility of using a multi-agent 
stochastic search algorithm to optimize drug cocktail concentrations, with the goal of driving 
cancer cells to a desired destiny.  Based on our tests, locating the optimal drug dosage on 
dynamically changing landscapes is possible using a multi-agent search.   
 

Further refinements of the landscape evolution model as well as a more exhaustive search of 
the parameter space may increase the accuracy of this model as a tool.  It may be particularly 
illustrative to examine convergence efficiencies with various mutation rates, stochastic mutation 
events, and mutation events dependent on walker location.  Since our model includes a temporal 
mutation parameter, it may also potentially be used to investigate the time-dependence of drug 
dosage as well as sequential drug delivery effects. 

 
These modeling studies may provide the theoretical framework to inform in vitro cell drug 

response landscape experiments on various forms of cancer.  Our hope is to gather additional 
information about particular cancer landscapes and use it in combination with an optimized 
search algorithm to reduce the convergence to an optimum treatment cocktail within a clinically 
feasible 5 or 10 iterations, as opposed to 20 – 25 iterations as we have shown in this study. 

 
One of the goals of this project is to maintain the modularity of this approach. We can apply 

this search to any specific type of cancer, treatment and associated molecular mechanism as long 
as data on the reproduction and mutation rate can be gathered. 
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